gooooboooag
IPSJ SIG Technical Report

GpULUOUOODDODOOODODOOODODDOOOO

O 0O otz o g o ofb2 g o 0 tL,12

O O O oOtw2 g o 0 112,13

GpUOOOOOODOOOOODOOOOOOOOOOOO0OOOODOOOOODOO
oooooboobo GpUOOOOOOOOOOOOOODOOOOOOOOOOGPU
gdoooooooooOoboOoOo0oOooooobooooooOoOoOobOOoOoOoOoooo
goooooooooooGpUOOOOOOOOOODOOOOOODOOOOOOO
goooooooooooOoOoboOoo0oooooooooooOooOObbooboboooo
gdo0oooooooooooo0o0o0OoooooooooooboboOo0oOoooog
000000000 928%0000000000000000O000DOO0ODOOO
goooooooooooooooooooboboOoooooooooOobobbooo
oooooooooooooo

Correlative Analysis of Performance Counters
and Power Consumption on GPUs

HirosHT NAGASAKA, T2 Naovya MaRUYAMA, T2
AKIRA NUKADA, 2 TosHio Enpofl:2
and SATOSHI MATSUOKA 1213

GPUs are being employed in large-scale supercomputing environments, where
their power consumption is a first-class design constraint. To reduce their power
consumption, we propose a prediction model that leverages application behavior
observable through performance counters. It predicts the power consumption of
a given GPU kernel by a liner regression that uses the performance counter val-
ues when the kernel is executed, such as instruction throughput, register usage,
memory accesses, and number of branches. Our experimental studies show that
the model achieves up to 92.8% accuracy. We also found that, among others,
instruction throughput and memory accesses are the most positively correlated
with power, while number of executed branches is the most negatively corre-
lated one.
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Number of multiprocessors 30
Number of cores 240
Total amount of constant memory 64Kbyte
Total amount of shared memory per block 16Kbyte
Total number of registers available per block 16384
Warp size 32
Maximum number of threads per block 512
Maximum sizes of each dimension of a block 512x512x64
Maximum sizes of each dimension of a grid 65535x65535x1
Maximum memory pitch 256Kbyte O
Texture aligment 256byte
Clock rate 1.48GHz
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