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Abstract Load balancing is one of the key features for efficient execution of long-running jobs, idle-cycle harvest-
ing, etc. We propose a technique to achieve a load-balanced MPI execution environment using a virtual machine
monitor. The key idea here is that transparent migration of a MPI process running on a virtual machine would
be made possible by moving the underlying virtual machine itself. Our initial implementation of the technique
uses a virtual machine monitor called Xen, which has an integrated VM migration ability, and VPN for migration
among different subnets. We experimentally show that the prototype successfully achieves runtime migration of
MPT processes, and that the overhead due to virtualization ranges from 10% for computation-intensive applications
to 50% for network-intensive ones. We also implemented a simple load-balancing algorithm on top of the prototype.
Experiments with it suggest that the runtime migration is effective for efficient execution of long-running jobs even

with the virtualization overhead.
Key words MPI, Migration, Load-balancing, VirtualMachine
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